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Energy Reduction

#Cores GTC Type Runtime (s)
Node 

Power (W)
Node 

Energy (KJ)

16x8

(128)

Hybrid 453 293.19 132.82

Optimized-

Hybrid

421

(-7.6%)

276.35

(-6.1%)

116.34

(-14.16%)

32x8

(256)

Hybrid 455 294.58 134.03

Optimized-

Hybrid

424

(-7.31%)

279.35

(-5.45%)

118.44

(-13.16%)

64x8

(512)

Hybrid 436 294.79 128.53

Optimized-

Hybrid

423

(-3.1%)

271.12

(-8.73%)

114.72

(-12.03%)

GTC, 100ppc 
on SystemG

Methods: DVFS, DCT, 
4x4 blocks

Scenario 1:
Power & Time
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Energy Reduction
Scenario 2:
Power,    Time

#Cores BT Type
Runtime

(s)
Node Power 

(W)
Node 

Energy (J)

4

MPI 269 281 58,643

Hybrid
257

(-4.6%)

224.82

(3.13%)

57,779

(-1.47%)

MPI BT: Class B on SystemG
Method:  Hybrid (MPI+OpenMP)
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Energy Reduction
Scenario 3:
Power,    Time

#Cores
CPU

Frequency
Runtime

(s)
Node Power 

(W)
Node 

Energy (J)

16

1.8GHz 71.72 222.37 15,941.09

1.2GHz
97.37

(35.76%)

148.34

(-33.29%)

14,444.04

(-9.39%)

Hybrid BT: Class B on SystemG
Method:  Frequency Change  
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nHardware-based
uEnergy efficient processor, memory, network, I/O 
uDynamic resource sleeping techniques

nSoftware-based 
uDynamic Voltage and Frequency Scaling (DVFS)  

[Lowenthal, Roundtree, Cameron]
uDynamic Concurrency Throttling (DCT) 

[de Supinski, Shultz, Olivier, Roundtree]
ØApplication-based

uPower capping
uUtilize hardware counters for hints

Energy Saving Techniques
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MuMMI: Performance Counter-based Modeling

Runtime and Power Modeling

HPC Apps

Application or
function-level 
Performance

Counters
(Ci)

Metric

Spearman
PCA

PAPI Application or
Function-level
Runtime and

Power (CPU,mem)

Predicted 
runtime

Predicted power
(node, CPU, mem)

Counters

ModelRegression

f(C1,C2,…,Cn) 

Four metrics: runtime, node power, CPU power, memory power 

Recommendation 
for Improvements
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Ranking counters based on coefficient percentage

Rank(C11, C12, …,C1n),  Rank(C21, C22, …,C2m)

Rank(C31, C32, …,C3s), Rank(C41, C42, …,C4r)

Runtime
f1(C11, C12, …,C1n)

System Power
f2(C21, C22, …,C2m)

Memory Power
f4(C41, C42, …,C4r)

CPU Power
f3(C31, C32, …,C3s)

Ranking counters with percentage (>1%)

(rank from the highest to the lowest)
C1, C2, …,Ck

Pair-wise spearman correlation analysis

Final counters (rank from highest to lowest)
C1, C2, …,Cj (j < k)

Counter-Guided Application Refinements
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Power-aware Parallel Systems
Mira SystemG Theta

Time Frame 2013- present 2008-2015 2017- present

Total Nodes 49,152 324 4,392

Cores/Node 16 8 64

CPU Type
IBM Power BQC 

16C 1.6GHz 
Intel Xeon 2.8GHz 

Quad-Core
Intel Xeon Phi KNL 

7230 1.30GHz

Memory/Node 16GB 8GB
192GB DDR/  

16GB MCDRAM

L1 Inst./Data 
Cache per core

16KB/16KB 32KB/32KB 32KB/32KB

L2 Cache/Chip 32MB 12MB 32MB

Interconnect 5D Torus QDR Infiniband
Cray Aries 
Dragonfly

Location Argonne Virginia Tech Argonne
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n Lattice Boltzmann Method (LBM): widely used for fluid dynamics 
n Aerospace application uses Q19D3 lattice model to simulate uniform 

flow over airfoil
n 19 velocities in 3D, with the collision and streaming operations

PMLB: Parallel Multi-block Lattice Boltzmann
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PMLB:  128x128x128 on SystemG
Runtime

f1(C11, C12, …,C1n)
System Power

f2(C21, C22, …,C2m)
Memory Power

f4(C41, C42, …,C4r)
CPU Power

f3(C31, C32, …,C3s)
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PMLB on SystemG:  Prediction Error



www.mummi.org

Ranking counters based on coefficient percentage
Rank(C11, C12, …,C1n),  Rank(C21, C22, …,C2m)

Rank(C31, C32, …,C3s), Rank(C41, C42, …,C4r)

Runtime
f1(C11, C12, …,C1n)

System Power
f2(C21, C22, …,C2m)

Memory Power
f4(C41, C42, …,C4r)

CPU Power
f3(C31, C32, …,C3s)

For example, given PMLB:

Runtime
TLB_IM: 64.29%
TLB_DM: 14.03%
L2_ICM: 10.49%
L1_ICM: 9.75%
L2_ICA: 1.40%
BR_INS: 0.03%
SR_INS: 0.01%

Node Power
VEC_INS: 76.64%
CA_SHR: 22.45%
L1_TCM: 0.89%
RES_STL: 0.02%

Memory Power
VEC_INS: 83.91%
CA_CLN: 13.74%
BR_NTK: 0.98%
L1_TCM: 0.92%
RES_STL: 0.18%
BR_TKN: 0.16%
L1_ICA: 0.11%

CPU Power
VEC_INS: 99.15%
BR_NTK: 0.81%
RES_STL: 0.04%

Counter Ranking
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Counter Ranking for Original PMLB on SystemG
PAPI_L1_ICA
PAPI_BR_TKN
PAPI_CA_CLN

PAPI_BR_NTK
PAPI_RES_STL
PAPI_L1_TCM
PAPI_CA_SHR
PAPI_VEC_INS

PAPI_SR_INS
PAPI_BR_INS
PAPI_L2_ICA
PAPI_L1_ICM
PAPI_L2_ICM

PAPI_TLB_DM
PAPI_TLB_IM
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nTLB_IM: Occurred in Runtime 
TLB_DM: Corr Value=0.89:  Runtime 
BR_NTK: Corr Value=0.83:  CPU, Memory
L2_ICM: Corr Value=0.88:   Runtime 
L1_ICM: Corr Value=0.97:  Runtime 
L2_ICA: Corr Value=0.97:  Runtime 
BR_TKN: Corr Value=0.88:  Memory
BR_INS: Corr Value=0.88:  Runtime 

nVEC_INS: Occurred in System, CPU, Memory

Correlation Analysis

Final counters: TLB_IM 
and VEC_INS
for optimization focus
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n TLB_IM  (TLB Instruction Misses)
uUse the 2MB huge pages for the application execution through the use 

of libhugetlbfs to reduce TLB misses

n VEC_INS (Vector Instructions)
u Vectorize dominant code sections

u streaming:  5 major loops
uUse the compiler option -ftree-loop-distribution

u perform loop distribution to improve cache performance and      
further vectorization

Counters-Guided Optimizations on SystemG
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Time:   -11.23%
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Energy: -11.28%
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PMLB: 512x512x512 on Mira
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Counter Ranking for Original PMLB on Mira

PAPI_FDV_INS
PAPI_FML_INS
PAPI_RES_STL
PAPI_VEC_INS
PAPI_FP_INS
PAPI_SR_INS
PAPI_BR_NTK
PAPI_BR_MSP
PAPI_L1_ICM
PAPI_HW_INT

HW_INT

VEC_INS

BR_MSP
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§HW_INT (Hardware Interrupt)
vInline several procedures

§BR_MSP (Branch Mispredictions)
vUnroll several loops and eliminate some conditional branches

§VEC_INS (Vector Instructions)
vVectorize dominant code sections

u streaming:  5 major loops
vUse the compiler option –qarch=qp –qsimd=auto

u Utilize the quad FPU to accelerate vector operations

Counters-Guided Optimizations on Mira



www.mummi.org

256

512

1024

2048

4096

8192

16384

32
x1

6
32

x3
2

32
x6

4
64

x1
6

64
x3

2
64

x6
4

12
8x

16

12
8x

32

12
8x

64

25
6x

16

25
6x

32

25
6x

64

51
2x

16

51
2x

32

51
2x

64

10
24

x1
6

10
24

x3
2

10
24

x6
4

20
48

x1
6

20
48

x3
2

20
48

x6
4

En
er

gy
 p

er
 N

od
e 

(I)
 (l

og
2)

Number of Nodes X Number of Threads per Node

Energy Comparison for PMLB with 512x512x512 
on Mira

Orignial Optimized

Energy: -15.49%



www.mummi.org

Additional Applications

App System # 
Cores

Dominant 
Counters

Energy 
Savings Time Power

eq3dyna Mira 4,096 VEC_INS, BR_MSP 61.73%

eq3dyna SystemG 256 L1_ICM, L2_ICA 30.67%

Lulesh Shepard 864 L2_ICM, L3_TCM 58.30%

BT-MZ SystemG 512 Cache_FLD,TOT_INS 14.71%

SP-MZ SystemG 512 L2_TCH, TOT_INS 16.75%
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Current Work:  ML Application

Source: CANDLE,  http://candle.cels.anl.gov

CANDLE (Cancer Distributed Learning Environment) focuses on building a 
single scalable deep neural network code that can address three cancer 
challenge problems: 

Semi-supervised learning

Unsupervised learning

Supervised learning
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CANDLE Benchmarks
§ Pilot 1 Benchmarks: P1B1, P1B2, P1B3, NT3 (TensorFlow)

vAt the cellular level to predict drug response based on molecular 
features of tumor cells and drug descriptors

v Implementation: Python, TensorFlow, Keras; Library: MKL-DNN, cuDNN

Source: CANDLE Benchmarks, https://github.com/ECP-CANDLE/Benchmarks
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Applying MuMMI to P1B2 for More Improvement
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n Application Refinement for Energy Reduction
n Explore performance counter-based models for runtime and power 

requirements and tradeoffs
n Identify the most important counters for application refinement
n Refine the applications for better energy efficiency

nFurther Work
n Use performance counter-based modeling to further improve the 

performance and energy of caner deep learning applications
n Explore behavior of different classes of applications (more cancer 

deep learning applications) on different architectures such as ORNL 
Summit.

n Explore power capping to improve energy efficiency of applications

Summary


